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A Tuning Methodology using SQL Modeling

Thomas E. Canty, Senior DBA, ServerCare, Inc.

Introduction

Much attention is given to tuning databases, hardware, and applications, but lowly Structured Query Language statements (SQL) usually present the most significant areas for improving performance. Since the Cost Based Optimizer has come into ubiquitous use, it has become a common mistake to rely on it for tuning individual SQL. Rather, many developers focus just on writing SQL that is logically correct and easily understood. The problem is further compounded by the frequent use of views, which may simplify code but which introduces redundant or inefficient joins. 

For many years the author has used a simple diagramming technique to quickly describe SQL to highlight performance issues, remove redundancy, and validate logic. Through many client engagements, the author has seen various production performance problems that must be solved as quickly as possible, and the techniques presented herein address the most common area, SQL tuning. This paper will provide a DBA's perspective on production issues, so that a developer can then use this methodology to address performance before production. This is an introductory overview of the modeling technique, and as such should be relatively easy to understand and apply to the bulk of SQL in use.
Why Tune SQL Anymore?

As a DBA, I spend significant amounts of time tuning, and although databases, systems, disks, and network can and are tuned, the vast majority of performance improvements come from tuning the application and its SQL.

The temptation is recent years has been to allow the Cost Based Optimizer (CBO) to do the tuning required in a production database. Because it is frequently difficult to anticipate table sizes and access methods, developers are sometimes too reliant on the CBO. While it is quite capable in modern versions of Oracle, the CBO has significant limitations, especially if statistics are not kept up to date. There are many cases in which the CBO must make "best guess" estimates for data access paths that a developer would know instinctively, due to familiarity with the application.

One of the most important areas to which a developer can go beyond what the CBO can do is in validating logic. The CBO does well with what it has, but it cannot recognize logic errors, unnecessary joins, missing indexes, or the need for additional where clauses or joins. It is exactly because of these things that Oracle includes the ability to add hints, to drive or override the CBO when the developer knows more about the application and data access that the database possibly could. That is where a modeling tool can be most useful, in analyzing the missing pieces, redundancy, and logic.
The Basics of the Modeling Method

The technique described herein consists of simple diagrams to "model" a given SQL statement.  The basic units are described below. The following sample SQL statement will be used to describe each step of the technique. The intent of this SQL statement is to show total compensation for each employee that has a base salary greater than 1000, for each department and manager:
select d.dname, m.ename mgr, e.ename, e.sal+nvl(e.comm,0)+nvl(b.comm,0) total_comp
from  dept d, emp m, emp e, bonus b
where d.deptno = e.deptno
  and e.mgr=m.empno (+)
  and e.ename=b.ename (+)
  and e.job=b.job (+)
  and e.sal > 1000

order by 1,2,3;

Objects (Tables, Views, IOTs, etc.)
The first step of the technique is to layout each object in the from clause. I use circles to represent any such objects. My standard is to start at the top of the page, and then create each circle evenly spaced in a clockwise direction. I then put the table alias (or name, if no alias is present) inside each circle. In our example there are 4 such objects, so first I create a circle at the top of the page and label it D, then put one on the right of the page and label it M, then one at the bottom of the page labeled E, and finally one on the left of the page labeled B. The diagram initially looks something like Figure 1:
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Figure 1

Furthermore, two of the objects above are actually the same table, M and E. I show this by enclosing them together in a loop. Note that it is not appropriate to show them as a single object (with some sort of recursive relationship) as would be done with an Entity Relationship Diagram (ERD), because the joins, select lists, and where clauses are all different for each object.
It is extremely important to understand the object type of each object, to distinguish Tables, Views, Materialized Views, Clusters, and IOT's from each other. Figure 2 shows a summary of the ways to represent the various object types:
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Figure 2

Joins
We now add the joins to the diagram. In Figure 3, the joins are shown as lines between the objects:
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Figure 3
As you can see, each join is shown for every object. Where the column name joined upon is the same for both tables, the label (for the column name) is shown in the middle of the join. Where they differ, the column names are listed next to the object referenced. Furthermore, if there is an outer (left) join, the line is dashed on the side that is optional. Figure 4 provides a list of the common joins:
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Figure 4

Where Clauses & Operators
Next we add any where clauses that are not joins. In our example, the only additional where clause is "e.sal > 1000":
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Figure 5
Note that by default a join or where clause shows equality. When that is not the case, the operator is shown, such as the > in Figure 5. Notations for some other common operators are shown in Figure 6:
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Figure 6

Indexes

The next step is to identify indexes on any of the joins. In our example, there is an index on dept.deptno and emp.empno, but assume for this example that there is also a non-unique multi-column index on bonus.ename & job. Here is how the diagram would be shown:
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Figure 7
A solid circle is used to indicate a Unique Index, whereas an open circle indicates a Nonunique Index. Furthermore, if any column is part of a compound index, a line is drawn through the column connector(s) on the end of the join that is indexed. It is also useful to put the column position in the index, if space on the diagram permits. Figure 8 shows the standards for index notation:
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Figure 8

Select List

Some objects will have columns in the select portion of the query, and others will only be used to filter the output (i.e., will only be referenced in the where clause or subqueries). It is important to indicate which objects have columns in the select list, as any that do not become potential candidates for removal from the query. I use a filled ellipse at the top of any objects that have columns included in the select list; and if all such columns are in an index already being used to access the table (and therefore the optimizer can access the index only, without ever having to go to the table), I use a hollow ellipse:
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Figure 9
At this point the query is fully modeled, from a logical perspective. Many questions can be asked and answered based on the model as it stands, such as whether joins are being made to the appropriate objects, whether there is any redundancy, and which columns might be candidates for indexing.

Selectivity and Sizes

In many cases it may be useful to analyze the size of objects and the "selectivity" of the columns involved in the query. By selectivity I mean how the where clauses and joins reduce the result of the query. This can be expressed either as a percentage of rows returned vs. rows in the table, or as an absolute number of rows. I usually prefer the absolute number, as 10% of a 100 row tables is significantly different than 10% of a 10 million row table, in terms of tuning decisions. The way I indicate these two numbers is to put the total number of rows in the object underneath the circle, and the selectivity within the circle, near the bottom, so that the two numbers are close to each other and read like a ratio. There are two challenges with this part of the model:
1 What is the best way to calculate selectivity? Are only the where clauses used? Or should the joins be used as well?

2 Gathering the actual numbers

In many engagements I have attempted to get the biggest bang for the buck, in that I am challenged to find the best fixes in only one day of analysis. This is a challenge for any environment, but it can frequently be quite easy by following this procedure (see more detail in the Gathering Information section below):

3 After gathering statspack or similar information, I identify the top few SQL statements that are causing problems.

4 I then go through this modeling process and attempt to identify logical errors and performance issues.
5 If I have time, I then gather the total number of rows per table, and if possible gather the selectivity as well.
A. On well-maintained systems, I can use the statistics that have been gathered on the tables in question, using the all_tables.num_rows column (but be sure to check the last_analyzed date to make sure the stats are fresh!).
B. If that information is not available, I just execute a select count(pk) from the table, where pk is the primary key column(s). This assumes of course that there is "live" data in the tables in question.
Determining the selectivity is much more difficult, because it is not always possible to tell the access order of the objects in the query, particularly if the access order is what is in question – many times every permutation needs to be tried, which can be very time consuming for multi-way joins, or for queries that have subqueries, views, or set functions. In these cases it may be more useful to query the individual tables with just the non-join where clauses, to get an estimate of selectivity, or even just make a guess based on the information available.
Figure 10 shows how I would diagram such information for our example:
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Figure 10
Obviously the numbers above are so tiny as to make any tuning somewhat overkill – Oracle would be more efficient executing full table scans against all of the objects. However, this still may be worth tuning if this query were executed thousands of times, in which case any small improvement would be worthwhile. Note that it is sometimes quite useful to also put a number to any where clauses, to identify the most selective clauses in the list.

Special Cases

The following are some unusual cases that are nevertheless commonly encountered. 
Unions

Unions are just ways to concatenate the output of two separate SQL statements and (unless it is a Union All) remove any redundancy between them. Since the performance impact of a Union is relatively minor compared to the rest of the query, it is perfectly reasonable to model each clause of the Union separately, although if possible they should be modeled on the same page. From a performance perspective, a mistake is often made in that the same tables are joined multiple times, once for each clause of the Union. In that case, it is usually best to push the Union "down" into a subquery or inline view so that there is no redundancy in tables accessed.
Partitioned Tables
Partitioned Tables are functionally equivalent to views, and therefore should be modeled and treated as such. The only unusual thing about partitions is that they tend to have global indexes, so it is important to model the indexes that are global by showing the join to the partitioned table, with lines that then radiate out to the separate partitions accessed.
Index Organized Tables (IOTs)

IOT's are stored as indexes, and as such are "virtual" tables. By showing a table with a dashed line, it makes it clear that the index is the only thing being used, and therefore IOT's can be quite a bit faster than other table forms. Keep in mind that anything in the select list should be shown with a hollow (rather than filled) ellipse, because all columns are technically in an index.
Materialized Views

Materialized views are poorly named, in that they are not really views – they are tables, or more accurately, snapshots. As such, they should be modeled as tables in any diagram, not as views, because the queries do not need to access any underlying objects. The biggest challenge with materialized views is that their optimal execution plan can change each time the view is refreshed, which can make tuning a challenge. However, performance of materialized views, at least for queries, is usually significantly better than normal views, so they can be worth the tuning trouble.
Subqueries

Subqueries are the most challenging constructs to model, but they also provide the greatest opportunity for performance improvements. There are 3 basic types of subqueries:
· Normal "In" subqueries
· Correlated subqueries
· Not In/Not Exists subqueries
With a normal "In" subquery, the optimizer generally executes the subquery before the outer query, unless it can convert it to a join (which it frequently will). A correlated subquery references an object in the outer query, and therefore must be driven by the outer query (so the subquery is executed last). A not in/not exists subquery is a special case that is rarely able to use indexes and is therefore usually a performance bottleneck – these subqueries should return as few rows as possible, or in many cases should be executed as a separate query.

The modeling method for each of the above is the same – subqueries are listed below the other parts of the query, separated by a line. An arrow points up or down based on the direction in which the query is driven (down for normal queries, up for correlated queries, with an X through the arrow for a Not condition).

To illustrate, assume we added the following where clause to our original example, to select only rows for which an employees salary falls within one of the known salary grades:

and exists (select 1 from salgrade s where e.sal between s.losal and s.hisal)

The diagram of this would look like Figure 11 (some elements removed for clarity):
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Figure 11

In the diagram, the thick line indicates a subquery, the large arrow indicates a correlated query (in other words, that the outer query is the driving query), and the join is forked to represent "between," as the sal column falls between hisal and losal.
Whenever possible, subqueries should be analyzed to see if they can be rewritten as a join. This is not always ideal, but it frequently provides the optimizer with more options for tuning.

Gathering Information

A critical part of being able to create the model is gathering information about the components of the query. For example, it is often the (mistaken) assumption that all objects in a query are tables, or that views generally do not nest. That is not to imply that developers and DBA's do not recognize these things, only that it is common to forget to "dig deeper" when analyzing such SQL. For example, we become so dependent on the dba_segments object that we forget that it is a view, not a table, and the particular piece of information we are looking for may be found more easily in other objects. The same is true when tuning SQL – there may be objects that are so common that developers frequently forget to question them, and someone with a fresh perspective is sometimes required to look under the covers.
There are a number of tools and views that can be used to assist with creating models and analyzing performance. Tools such as TOAD, Statspack, and OEM can all be very useful. In addition, the following are the steps that I take when analyzing a SQL statement
6 Start by looking in all_objects for all of the objects in the query. Pay particular attention to the object_type.
7 Gather any information from all_synonyms for any synonyms referenced, to identify the source object. Be careful not to assume that an object is in the current schema or even the current database. Repeat step 1 for any objects found.
8 For all tables found, identify what type each table is, whether it is partitioned, etc. Look at all_tables, particularly the columns iot_type, cluster_name, partitioned, temporary, nested, and compression – these all play a critical part in tuning.

9 Partitioned tables will act very similarly to views – gather the partition_name from all_tab_partitions.

10 IOT tables are essentially just indexes; see step 7 below.

11 For any views found, recursively query all_views and repeat steps 1-5 until every view is completely resolved. It may also be useful to query all_dependencies to compile a complete list of owners, names, and object types.
12 After all of the objects are fully resolved, next query the all_indexes and all_ind_columns views, to identify whether indexes are unique, the types of indexes (bitmap, normal, function, etc.), whether the index is partitioned, and what columns are included in the indexes (and in what order). Remember that Oracle can only use the leading columns in a multicolumn index, so if one of the columns is not included in the where clause of a query, it is quite likely that the performance will suffer, sometimes even when the first column is included.
13 You may find it useful to also look at the all_constraints and all_cons_columns views, particularly to lookup primary keys, unique keys, and foreign keys. However, this is usually not technically necessary, as there will always be indexes for the first two types of keys. That said, it could cause significant performance problems if foreign key columns are not indexed, particularly for updates of the parent table, so this is an important step if investigating update performance problems.

14 The next step, if accurate data exists and time is available to perform it, is to analyze size and selectivity of objects. Looking at the all_tables view, check the last_analyzed date to see that statistics are up to date. If so, look at the num_rows column to get the total size of the table. If statistics are not up to date, then select count(pk) from the table, where pk is the primary key column(s) – this can obviously take a substantial amount of time, so up to date statistics are much preferred. Next attempt to break the SQL up into object-specific units, that contain just the where clauses associated with that object, and run queries to get the selectivity. If possible, the join conditions should also be employed, to identify which objects create the most selective conditions, which would then provide prime candidates for driving tables.
15 Using the above, create the diagram. The final step consists of analyzing the model, determining where the potential problem areas, and coming up with solutions. It is common to come up with several potential alternative SQL statements, so try each in turn within SQL*Plus with the setting "set autotrace traceonly explain", which will show the explain plan without actually executing the query against the objects.
Case Study
One of my recent engagements was with a cable company that provided video on demand services (VOD). Their VOD servers performed quite well when initially deployed, but after a certain amount of time in production (more accurately, after a certain amount of use), the systems would slow down drastically. There was even an nickname for it – "falling off the cliff." The problem was well known, but developers were not able to solve it because they did not have an accurate snapshot of a production database from which to work.
When I was engaged, one of the first steps was to capture the issue during peak load. Statspack proved instrumental as this was an 8.1.7 database and they did not have OEM or TOAD.  The #1 & #2 most expensive queries that showed up in the statspack report were easily solved, but #3 proved to be unusual in that it was deceptively simple and yet obviously needed tuning. Here is that query and its explain plan:
SELECT c.ID, m.ID, s.service_id

  FROM content c, movie m, movie_to_service s

 WHERE c.filename = '&file_name'
   AND (c.ID = m.title_content_id OR c.ID = m.clip_content_id)

   AND m.movie_active = 'Y'
   AND s.movie_id = m.ID;

Execution Plan

----------------------------------------------------------

   0      SELECT STATEMENT Optimizer=CHOOSE (Cost=27 Card=2 Bytes=90)

   1    0   HASH JOIN (Cost=27 Card=2 Bytes=90)

   2    1     NESTED LOOPS (Cost=25 Card=2 Bytes=78)

   3    2       TABLE ACCESS (FULL) OF 'CONTENT' (Cost=21 Card=1 Bytes=27)

   4    2       TABLE ACCESS (FULL) OF 'MOVIE' (Cost=4 Card=1088 Bytes=13056)

   5    1     INDEX (FAST FULL SCAN) OF 'PK_MOVIE_TO_SERVICE' (UNIQUE) (Cost=1 Card=2200 Bytes=13200)

As can be seen, two out of the three tables were accessed via a full table scan, and these were tables that were growing. Using the techniques described herein, I created the model in Figure 12:
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Figure 12

Looking at this model it is immediately apparent that only one of the join conditions has an index, which is causing the full table scans on the other two tables. The where clauses also have no indexes, so the optimizer may not be choosing the driving table correctly. After some further analysis is was determined that table C was indeed the appropriate driving table.

Based on this diagram, it became clear that one index would help significantly – on C.Filename & C.ID, creating an index-only access on C. But the OR clause on M was rather unusual. A multi-column index on M.Title_content_ID and M.Clip_content_ID, regardless of order, would not be used by an OR condition, so a single index would essentially be ignored. However, creating individual indexes on both columns proved fruitful, as Oracle was able to execute an Index Join (also known as And Equal Merge). A further test was done to include the columns ID and Movie_active in both indexes, but the difference was so negligible that it was felt that it would be better to avoid any potential overhead on the inserts since this was a write-intensive application.
Challenges with the Model

Although the modeling method is quite flexible, it nevertheless has some challenges:

· Diagramming intersection and minus, although the basic structure of a subquery can be used

· Modeling update statements, especially correlated updates

· It only models individual SQL statements, not entire program units
Future Directions

Due to the breadth of the topic, it is obvious that much more can be described of the diagramming technique and how to use it, and the information contained in this paper should be considered simply an introduction to the subject. There were a number of database constructs that were not covered in this paper that could have been, such as:

· Bitmap Indexes

· Hash Indexes

· Function-based Indexes

· Triggers

· Connect by's

· Object Orientation (varrays, etc.)

· Group, order or having clauses

· Clusters

· External Tables

· LOB's

· Subscriptions

· XML Schemas

· Global Temporary Tables

· Subquery Reuse

· Updates, Inserts, Merges, or Deletes

· Function-based indexes

· Query Rewrite

· Cubes

· Distributed Queries

· Constraints and Keys

· Materialized Views

· Nested Tables

· Rollups

· OID Indexes

Also, this paper focuses primarily on SQL that are already in production use, and when I use it I give first priority to indexing as a solution to the most common problems, and second priority to altering the SQL and adding hints. I do not attempt to address a more basic option, namely, changing table structure and relationships, as it is assumed that this would have impacts far beyond just individual SQL and program units. However, this option should be considered (along with many other tuning options) if an application is not yet in production, and sometimes even when it is, when the problems are severe.

Summary

Understanding the SQL in an application is key to improving its performance. This paper has attempted to provide an overview of a method for diagramming SQL statements to provide insight into logic and performance. Using these simple techniques, a developer or DBA can quickly grasp the intent of a SQL statement, validate its logic, and identify potential performance opportunities.
Resources
While writing this paper, I discovered that a book describing an alternate diagramming method exists. Although the approach and methodology have significant differences, I still strongly recommend the book for its mathematical treatment and approach from a developer's perspective. The book is:


Tow, Dan: SQL Tuning. Sebastopol, CA: O'Reilly Media, Inc., 2003.

Dan Tow can be reached at SingingSQL.com, and his book is readily available both online and at bookstores. The author of this paper is not affiliated in any way with Dan Tow or SingingSQL.com.
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